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This site is targeted toward those who are familiar with the use of a computer and basic to intermediate knowledge of software who wish to learn more about the inner workings of computers. The site assumes no prior knowledge of computer architecture and therefore defines all terms without making any assumptions about what the reader is able to do with a computer. The website content remains the same as the previous project, with the emphasis being placed on the presentation of the data and layout of the website as opposed to the information itself. All information is built into an XHTML document which separates the information logically into a series of <div> tags. No presentation data whatsoever is contained within any of the site’s XHTML pages, and all of that data is stored entirely in the site’s CSS documents.
The site contains one primary CSS file to perform general formatting pertaining to the layout of the entire site, with additional CSS documents for every page to handle the layout and placement of the various images on each page. Every page now has at least one image relevant to the data it covers, and each image has comments underneath explaining what the image is.

The website now has a light gray and light blue color scheme to give it a somewhat mechanical or metallic look while keeping the colors cool and relaxing. The interface is intentionally simple to ensure that it is easy to navigate for those who desire the information and not flashy graphics. The target audience will come to this site with the intention of learning the information, not with being “wow”ed by the layout or presentation.
Central Processing Unit

The Central Processing Unit – known otherwise as the CPU – is the nerve center of a computer. As the name suggests, the CPU processes information in a computer in the form of binary (0’s and 1’s) and converts it into instructions that tell the computer what to do. The CPU handles most of the everyday operations of a computer.

It is not necessary to understand the exact nature of the way a processor operates, but there are a great deal of terms and facts that are important for anybody who wishes to know more about computer architecture. The CPU is a physical computer component and is not typically directly attached to the system board (formerly known as motherboard).

Frequency
The thing people care most about when learning about any computer component is not about how it works or how it fits in respect to other things, but rather, about how fast it is. This is especially true for CPUs, where the higher the speed, the better the chip. Of course, this isn’t necessarily true of all processors – especially across brands – but speed is probably the most important number to understand. Speed is measured in Hertz, abbreviated Hz, and represents the number of operations the processor can perform in one second. Modern computers are measured in Megahertz (MHz) or Gigahertz (GHz).

The speed of the processor equates directly to the amount of data that it can process at once. Despite this, however, two brands or different types of processors should not always be compared directly. Intel and AMD chips achieve different performances per Ghz, as do Pentium 3s and Pentium 4s, due to various other factors regarding the exact architecture of these chips. These numbers should be used to compare processor speed to like processors.

Multitasking
Despite how powerful a CPU can be, it is interesting to note that it can only perform one task at any one time. In order to allow a processor to run multiple programs at once, it utilizes a method known as “cooperative multitasking” (or multitasking, for short). A processor achieves the illusion of running multiple tasks at once by switching from one task to another at a given interval. It is because of the inability to execute multiple things simultaneously that computer become slower when there are a lot of programs open at once.

In this case, it is important to understand parallel processing. Parallel processing involves using more than one CPU to be able to process multiple things at once. As clock speeds have reached their physical limitations at 4 GHz, parallel processing has become the best way to alleviate this problem. Many of Intel’s Pentium 4 chips have utilized a method of processing multiple pieces of information at once called hyperthreading. While it does not involve the use of a second processor, this method allows two processes to occur side-by-side. The exact details of how hyperthreading works are not important, but it is important to know that this method is not nearly as efficient or effective as using a second physical unit.

While dual-processor systems have existed in the server and workstation markets for years, there have been no such things for PCs. This is because any such solution would be expensive and require extra cooling, making systems much louder. Recently, Intel and AMD have designed what is known as a dual-core processor. These effectively allow two processors to coexist on one single piece of silicon. They are more efficient and run cooler than two separate processors. However, it is important to understand that these processors can run hotter than single-core processors and will need adequate cooling to prevent potential damage to vital components.
In addition to allowing multiple programs to run at one time, parallel processing can speed up a single program by allowing multiple pieces of it to execute concurrently. However, in order for this to occur, it is necessary for the program to be built in order to utilize this ability, which few programs are able to do. Because of this, running a single application at a time is not as efficient on a dual-core/processor machine as it would be with a single processing core.

Sockets
For anybody who wishes to delve deeper into the field of computer architecture, it is important for them to understand processor compatibilities. As the illustrations show, a typical processor contains a series of metallic pins that, when inserted into the socket on a motherboard, will come in contact with a series of circuits. The designated names normally refer to the number of pins that the socket contains. There are a great number of types of sockets that computers use, and these sockets are not interchangeable. A processor made for one socket will not fit in another, and most sockets will only accept specific processors.

While there have been a great number of different socket types to date, the most important ones are those for the current generations of processors. AMD has socket 754 for its first generation of 64-bit processors, and socket 949 for 
Cache

Cache refers to a type of short-term memory used by the processor, and is also sometimes known as static RAM, or SRAM. Cache is temporary memory that is used by the processor as it performs calculations. It is faster than traditional computer memory and is contained directly on the processor, but is much more expensive and, therefore, comes in smaller amounts. Due to its speed, the more cache a processor has, the faster it can run, as it will need to access memory less in calculations. However, this performance gain is often negligible. CPU cache comes in several levels of cache: Level 1 (L1), level 2 (L2), and sometime level 3 (L3). Level 1 cache is the fastest, but most expensive, and is the smallest of cache. Because of the expense of level 1 cache, CPUs include a level 2 cache, which is slower but significantly cheaper to manufacture than level 1 cache. Some CPUs even include a level 3 cache, which is even cheaper than level 2 cache, but is slower and comes in larger quantities.

System Board
The system board – also called the main board or the motherboard – is the main circuit board in a computer system and contains ways for interconnecting all other parts of a computer system. The system board contains all vital components of a computer, including the CPU, and provides the communication lines between all components. All possible connectivity is determined by the system board, as it determines everything that can be connected to a computer and how expandable it is.
The system board contains a series of electrical circuits running through it called buses that form a pathway of communication between components of a computer. The processor sits in a socket on the board and attaches a series of pins to allow for electrical current to pass. The board also contains connectors for power, memory, hard drives, CD and DVD-ROM drives, expansion cards, and every port contained on the back of a computer (i.e. where your mouse, keyboard, printer, etc. are connected), and other various components. This section will give a brief explanation of the most important parts of the system board.

BIOS (CMOS)
There is a chip contained on the system board called the CMOS (composite metal oxide semiconductor). It contains a set of configuration and boot information called the BIOS (basic input output system). The BIOS controls all input and output that the computer performs, and tells the processor how to use every component that is attached to the computer. The BIOS is a piece of ROM (read-only memory) that has a small battery attached to it that allows it to retain changed settings whenever a computer is not plugged it. If the computer is unplugged and the battery is removed, the BIOS will lose all stored settings and revert to the defaults. It also contains configuration information that can be changed by a user to customize their computer-using experience, or for overclocking a computer. Some of the most important settings a BIOS controls are the time and date for a computer, hard drive and CD-ROM drive configurations, processor speeds, and memory speeds.
Chipset
The chipset refers to a chip or series of chips on a computer that determine the feature set of the system board. The type of chipset available will vary greatly on the manufacturer of the system board and type of processor the board uses. The chipset is a somewhat modern term, and is the combination of two older chips – the northbridge and the southbridge – in addition to any additional chips, such as RAID or SCSI. The northbridge chip is a microchip between the CPU and memory and determines what kind of memory is supported and at what speed and bandwidth. This will determine what memory chips will work in a given computer. The southbridge operates input and output operations of a computer and determines the type, number, and speed of all ports on a computer, such as printer ports, IDE ports for hard disk drives or optical devices (CD or DVD-ROM drives), and expansions slots. In modern chipsets, the north- and southbridge are typically one single microchip on a computer, and often use fans for adequate cooling.
A chipset will determine what features a computer has. USB ports, serial ATA for hard drives, onboard sound and network, and the number and type of expansion slots are all determined by the chipset. When shopping for computers, it is important to understand that the chipset will affect the capabilities of the system, as well as playing an enormous role in the cost of the system. Chipsets that offer less connectivity are often much cheaper, and cost should be considered. When shopping for the right system board, it is important to weigh what you want versus what you will use. The system boards with the best and most expensive features are often intended for high-end users which many devices to connect who require a lot of extra features. Also, value chipsets are targeted to users who need only the bare minimum number of connections, and are often slower and less efficient than the higher end equipment. When considering the purchase of a computer system, the feature set should be examined carefully to ensure that you get exactly what you’ll need.
Form Factor

Form factor simply refers to the shape and configuration of a system board, and determines what type of power connector is uses and what cases it fits into. There are currently three form factors that are widely used: ATX, microATX, and BTX. ATX is the most common system board form factor used today, and most modern systems use this configuration. The illustration below is that of an ATX board.
MicroATX is very similar to ATX and uses the same power connector, but has much smaller dimensions. Because of this reduced size, microATX also has less room for expansion cards and ports, and is thus more limited. This form factor, also referred to oftentimes as small form factor (or SFF) is used primarily in home theater computers because of its small size. The layout is similar to the standard ATX form factor and will fit in any computer case that ATX fits into. However, ATX will not fit into microATX cases due to size limitations. Due to the smaller size of cases for microATX, cooling also becomes a factor, and it is necessary to make sure that any computer has good ventilation to prevent any possible damage to the system or its components.

BTX is a newer form factor with very few models on the market as of today, but it is gaining in popularity. While the power connectors are the same as ATX, the layout is much different. BTX system boards are built to optimize air flow through a case as components, such as the CPU or video card run hotter and hotter. A BTX case has a fan in the front of the computer blowing straight across the CPU and memory where the air is exhausted out another fan on the back of the computer. BTX is growing in popularity and will likely become the standard in the future, replacing ATX. Due to its altered layout, BTX is not compatible with ATX cases, though some cases can be configured (with some changing) to accommodate either type of board. BTX system boards will support every type of device and expansion card that can be used on an ATX board.
Expansion Slots

Expansion slots house expansion cards that add extra capability to a computer system. On standard system boards, these are located at the bottom left side of the board and are long slots that are white, brown, or black, depending on the type of slot. These slots allow a wide variety of expansion card to be placed into them to expand any number of features of a computer system, such as video or sound capabilities, adding network or modem support, adding additional connectivity ports, or adding special features. The possibilities for the slots are almost endless. Any card put into one of these slots is called a peripheral (though peripherals are not limited to just these).
Before using any expansion slots, it is first important to know the different types of expansion slots available. There is no compatibility between the different types of slots, and devices for one type will not fit correctly into any others. Forcing anything into the wrong slot can cause permanent damage to the expansion card, the system board, or both. There are three main types of expansion slots seen on most consumer-end computers today: PCI, AGP, and PCI Express.
PCI:

The oldest modern slot and once that is used most. PCI stands for “peripheral Ccmponent interconnection” and a computer can have a large number of these slots. There are a great deal of cards that will fit into these slots, and you can probably find any sort of card to fit your needs for PCI slots. Please note that these slots should not be confused with PCI-X slots – which are extended PCI slots common on mid-range business computers – or PCI Express (abbreviated PCIe). However, PCI-X cards are normally compatible in PCI slots, though at severely reduced speeds. PCI slots are the slowest of all the types of slots, and the total speed available is split amongst every PCI slot in the computer. This means that as you put more devices into different PCI slots, the total speed available to each one will drop. Most often, though, any reduction of speed is minimal and should not affect the use of these cards. Although the PCI slot is being replaced with the superior PCIe, it is still the most compatible slot with a large number of cards that can be used in it, and is around to stay for quite a while, still.

AGP

AGP stands for “advanced graphics port,” and, as its name implies, is used for graphics cards (or video cards). A computer system is only able to have a single AGP slot, and these slots can only support video cards. AGP slots are superior to PCI slots for graphics, as they do not have to share speed and have dedicated small processors in order to help video output. In recent years, AGP has been the most widely used expansion slot for video, but it is quickly being replaced by the new and superior PCIe slot.
PCI Express

An upgrade to the old PCI interface, PCI express (PCIe) allows every slot to have its own speed and not share with other slots. PCIe slots come in several different sizes that represent the total bandwidth available to cards: PCIe x1, PCIe x4, and PCIe x16. PCIe x1 slots are physically the smallest and the slowest of the slots, but are suitable for many cards. PCIe x4 is slightly longer and offer faster speeds. PCIe x16 is used primarily for video cards because of the high speeds it affords and is physically much longer than the other PCIe slots. With PCI express slots, cards made for any size slot can be used in any others, although using cards in larger slots will offer no performance increase, and placing cards in smaller slots will incur performance penalties. PCI express is quickly being adopted as the standard of slots, especially for video cards. However, many other types of expansion cards are slow at moving over to PCI express, and it may be awhile before the entire industry adopts this slot, though it is certain to happen.
Memory
Memory is used by the computer to store information that is needed to process data and run applications. Memory comes in two forms: volatile and non-volatile. Volatile memory is cleared whenever it loses power, and nonvolatile can sustain its information when it no longer has power applied to it. These terms are also used to describe random access memory (RAM) and read-only memory (ROM), or which RAM is volatile, and ROM is nonvolatile. However, when the term “memory” is used, it typically refers to what is technically called system memory. System memory is a number of chips of RAM memory, attached into slots on the system board, which allow the computer to store data required to run programs and operate. Any portion of memory can be accessed at any time, and at a consistent data rate. A memory chip can be seen here.

Memory is a vital part of a computer system and is used as a temporarily storage location for data that is required to execute programs. The more complex the program, the more memory it uses. Programs such as 3d modeling programs or imaging programs such as Photoshop use large amounts of memory. As long as a program is running, it is consuming some memory, and large amounts of memory are useful when running many programs at a time.

 Speed
Memory modules have two important factors that should be known: speed and size. Speed is measured in Megahertz (MHz) and represents how fast data can be sent to and received from the memory. When installing different modules of memory, is it important to ensure that every module is the same speed to ensure the best performance of every chip. The system board will determine what speed of memory is compatible, and it is important to get the right speed memory for a computer system. If the system board does not support a specific speed of memory, it either may not work right, or it may run at a lower speed, resulting in decreased performance.
Size
The size of memory is fairly self-explanatory; it is the amount of data that a computer can store in memory. The more programs that will be running at a time, and the more complex these programs, the more memory they will consume. Imaging and modeling applications and games can consume large amounts of memory. The more programs running at once, the more memory is required for the computer to run properly. Memory is measured in either megabytes (MB) or gigabytes (GB). One gigabyte is equal to exactly 1024 megabytes, though conversions often use 1000 because of the ease of use.
An operating system such as Windows or Linux will offer minimum and recommended amounts of memory that a computer running the operating system should use. Depending on the types of applications that will be running on a computer, larger amounts of memory may be required, or else system performance will drop significantly, and some programs may crash.

When it comes to a computer system: you can never have too much memory. It is normally just an issue of balancing cost with what will be used. Memory is also an easy component to upgrade at a later date, and it is recommended that you purchase a single chip rather than two chips of half the size. It is normally best to use memory modules of all the same size to ensure best performance.

Memory Slots
There are three different slot types for memory, two of which are seen on modern systems: Single Inline Memory Module (SIMM), Dual Inline Memory Module (DIMM), and Rambus Inline Memory Module (RIMM).

SIMM

The SIMM slot for memory is the oldest type and has been obsolete for over a decade. SIMM modules are limited in how large they can be and how fast they can be. These modules are very slow and very expensive, and the cost per megabyte is much greatly than DIMM or RIMM slots. Only older computers will use SIMMs. The type of memory that can be used by a system is determined by the chipset in most computers, although the CPU determines it in the case of newer AMD processors.
DIMM

The most common and most popular slot for memory, the DIMM is the second oldest type of slot behind SIMM. Most memory on the market today falls into this category, although there are several different varieties of DIMM modules today. There are currently three types of DIMM slots being used today: SDRAM, DDR-SDRAM, and DDR2-SDRAM.

SDRAM

Stands for synchronous dynamic RAM. This is the old standard memory in DIMM format, and has been since replaced by DDR memory. This memory is considerable faster than old SIMM slots, and some computers today still use this memory, although most companies have switched to DDR and beyond. SDRAM allows data to be either written to, or read from a memory module, but both actions cannot occur at the same time.

DDR-SDRAM

<p>Stands for double data rate synchronous dynamic RAM. DDR memory is the current standard for memory, and is nearly identical to traditional SDRAM, but allows reading and writing operations to occur simultaneously, thus increasing the speed of the memory. DDR modules also come in larger sizes than their SD counterparts.</p>

DDR2-SDRAM

Another advancement to DDR memory, it is capable of sustaining much faster data transfer rates, and consumes less power. However, DDR2 memory is also more expensive then DDR in sizes under 1GB (although prices are dropping), but 1 GB and above are becoming cheaper and more readily available than with DDR. Currently, Intel’s newest systems all use DDR2 memory, but their chief competitor AMD is switching from DDR to DDR2 later this year.

SO-DIMM

Based on the DIMM slot, the Small Outline DIMM (or SO-DIMM) is used for notebook memory, or memory in smaller devices that do not have space to house their larger cousins. SO-DIMM modules come in the same types as DIMM modules, such as SD, DDR, and DDR2. Because these modules are smaller, they tend to be slower and smaller than their counterparts, in addition to costing slightly more. But due to the physical dimensions, these slots are indispensable.

RIMM

Stands for Rambus inline memory module, this was a type of memory developed by a company called Rambus. The transfer rate of RIMM modules far exceeds that of even DDR2, but the cost is significantly higher. Most Intel Pentium 4 systems used to use RDRAM (Rambus Direct RAM, the technical name for the memory itself), but due to the high cost of this memory, have switched over to DDR2 modules.

Registered/Unregistered

Oftentimes, the descriptions of memory modules use either the term “registered” or “unregistered” when describing the chip. These terms are often sometimes replaced with either “buffered” or “unbuffered,” respectively. Registered RAM chips include additional components that help remove some of the electrical load from a computer’s memory controller (the northbridge). Registered memory modules offer more stable memory as the amount of memory increases. Unregistered RAM becomes less and less stable as greater amounts of memory are added. However, registered RAM chips are also slower than unregistered RAM, and cost more. Registered memory is useful in a situation where a computer needs to have more memory and still remain stable, as in a server, workstation, or even a high-end gaming computer. The price difference should always remain a factor when considering what memory is best suited. It is also important to note that many system boards are not capable of using registered memory, and will fail to do anything if a registered memory module is inserted into any slot.
 ECC or Non-ECC
Error Checking and Correction (ECC) is a term used for memory that is able to correct data anomalies that may occur during operations. There are a great number of things that can cause bits of memory to change value unexpectedly, and ECC memory is able to detect unwanted changes and restore the value of these bits to their correct value. This memory is considerably more expensive than non-ECC memory (memory without error checking), and is most useful in business computer systems, such as servers, that must be able to run stably for extended periods of time. For most home or small-business computer solutions, ECC memory is not normally necessary, and few system boards are able to support it. ECC memory is typically registered, but this does not always have to be the case.

Virtual Memory
Virtual memory is not memory in the traditional sense, because it is not contained on chips of RAM, but instead uses a computer’s hard drive to store data (traditional memory is often called “physical memory”). Virtual memory is handled by the operating system in order to give a computer more memory to work with, as physical memory can often become filled up. Since virtual memory uses a hard drive as memory, it is much slower at accessing data, because physical memory is much faster. This process can be very useful for programs that consume enormous amounts of memory, but performance will drop significantly. The use of virtual memory is hardware independent, meaning that no special piece of hardware needs to be included, nor does a system board need to be able to support it. The process is entirely software-based, and only requires that a hard drive running a suitable operating system is attached to the system board in some way. Excessive reliance on large amounts of virtual memory should be avoided.
Video Card
The video card, also called the graphics card, is a component of a computer that handles all output that is displayed on a monitor. Video cards can either be onboard the system board, or as expansion cards attached to the system board. In the case of expansion cards, video cards can be placed into PCI, AGP, or PCI Express expansion slots. In any case, the video card will contain its own processor, called the GPU (graphics processing unit) that will perform all calculations to display graphics, hence freeing up processing time from the computer’s CPU. Graphics cards also contain their own memory, called video memory, which is reserved entirely for the graphics card, which frees up system memory.

Slots
As mentioned above, video cards come in three slots: PCI, AGP, and PCIe. PCI slots are the oldest expansion slots currently used, and speed is split amongst all devices connected to such slots. AGP slots are built specifically for video cards, reserve all of the bandwidth for one single device, and offer a co-processor on the system board to help the video card along. These slots were the old favorite, but are quickly being phased out and replaced with the faster and cheaper PCI Express slot. PCI Express (or PCIe) is the latest advancement to graphics slots. While PCIe can be used to any type of card, it has found a place for video cards with its PCIe x16 size slot. These offer tremendous bandwidth to cards, and this bandwidth is not split among every PCIe slot.
SLI
Stands for …, SLI is a method used by graphic chip manufacturer NVIDIA to allow two video cards to run together in order to improve video quality. These cards are only available on select system boards that utilize PCIe and have two PCIe x16 slots. Any board that is capable of supporting SLI will usually say so. When using SLI, both video cards need to be identical and support SLI.
There are some very important things to understand when considering an SLI solution. While it will increase the framerate in games (frames per second), anything beyond 60 frames per second is indistinguishable to the human eye, and there will appear to be no difference. SLI is only useful when running games are very high resolutions on large monitors or plasma/LCD television sets, or when using a great number of monitors for a computer system. If neither of these cases is true, SLI is not necessary for a computer system. Another important consideration involving SLI is based around the fact that the video card consumes more power than any other component in a computer. The addition of a second video card will vastly increase power consumption and will incur long-term costs to maintain.
Considerations
When purchasing video cards, the primary thing to consider is the speed of the GPU, the amount of video memory on the cards, and the interface type (slot type). The fastest cards with the most memory are most useful only if you plan to be playing a lot of the latest and greatest games with extensive 3d worlds and complicated models. Whenever you decide to purchase a video card, consider what tasks you will be using the computer for, and whether or not more power is necessary. The more powerful the video card, the more power it will consume, as the speed is directly proportional to the power consumed. Video cards are among the highest power consuming components in computer systems, and the long-term costs should be considered when purchasing a card.
Hard Disk Drive
The hard disk drive, also called the hard disk, hard drive, disk drive, and abbreviated HDD contains all saved information in a computer system. All software, documents, and user data is stored on the hard drive. A hard drive is a mechanical device that consists of a series of round, magnetic disks – called platters – that rotate within the enclosure. Next, there are a series of read/write heads for each platter that will read or write a magnetic charge at a specific location on the platter. The rpm (rotations per minute) specification of a hard drive describes how fast these platters can spin. The higher the number, the faster a hard drive is capable of reading or writing data. Because of the use of mechanical systems, a hard drive is much slower than memory, which stores data using electrical charge. The mechanical nature of a hard drive also makes it susceptible to damage if the device is dropped, as the read/write heads are tiny and can easily break or scratch the platters. Damage to the platters can also occur if the computer is turned off while a read or write operation is occurring in a hard drive, or if the drive is moved around during operation. The magnetic storage method can also make the drive vulnerable to data loss if it is put into a strong magnetic field. For this reason, it is always important to back up vital data into more reliable mediums, such as magnetic tape, or even CDs or DVDs.
The size capacity of modern hard disk drives are given in gigabytes, although some measurements may be in megabytes (1 gigabyte = 1024 megabytes), and as hard drives increase in capacity, even in terabytes (1 terabyte = 1024 gigabytes). However, since it is often more convenient for mathematical and marketing purposes, 1000 is often used instead of 1024. This, of course, makes drives seem larger than they really are. A 200GB drive, for example, is usually approximately 186GB. Larger hard drives are useful when a lot of information will be stored on a computer, or if a great number of programs are to be installed. Large hard drives are also useful when archiving music into mp3s, or when storing or recording television or movies onto a computer system.
Interface

As is true with most other computer components, hard disk drives come in several flavors. Interface refers to the connection type used to connect the drive to the system board. In all generations of modern hard drives, there are only three different types of interfaces: ATA, SCSI, and SATA.
ATA
ATA, or advanced technology attachment, is the standard interface on a system board that is able to accommodate either hard disk drives, or optical drives such as CD or DVD-ROM drives. ATA can also be called IDE, or integrated drive electronics. ATA comes in several speeds, the current ones being ATA-100 and ATA-133. The numbers 100 and 133 represent the speed of the interface in megahertz (MHz). Despite the increase in the speed of the interface, however, hard drive read/write speeds are limited by the rotation of the platters. In fact, the sustained speeds don’t even come close to the limits of the interface, and any increases in speed are based more on marketing than improving the technology.
SCSI

SCSI, which stands for small computer system interface, and is pronounced “skuzzy”, is an interface used mostly in the server and workstation market due to the fast read speeds of these devices. Much like ATA, the interface is able to connect more than just hard drives, including printers and scanners. SCSI devices can even be daisy-chained, where one device is attached to another, which is then attached to another, and so on. There are a lot of different types of SCSI interfaces, and there is no compatibility between them. Although SCSI drives are often faster and more reliable than ATA drives, they tend to be much more expensive, and are therefore seldom seen on standard computers.
SATA

The successor to standard ATA, SATA stands for serial ATA, and has many people referring to standard ATA as PATA, or parallel ATA. SATA uses a much smaller physical connection type than ATA, and has a higher speed. Of course, because the speed is limited by the rotational speed of the drives, this increased bandwidth has little to no effect on overall speed. SATA does offer several advantages over regular ATA, though. With SATA-2, SATA drives are able to support native command queuing, or NCQ, in which read and write operations are prioritized in order to reduce the amount of time required for the platters to spin to the correct positions. It is also important to know that the SATA interface currently only supports hard disk drives, with very limited support of optical drives, which varies by manufacturer. Eventually, however, SATA will likely replace ATA as the interface of choice for all drives.
